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ordered indexes

index: stores each value of the index field along with a list of

pointers to all disk blocks that contain records with that field value

values in the index are ordered so that we can do a binary search on

the index

dense vs. sparse index

dense index: has an index entry for every search key value

sparse index: has index entries for only some of the search values

several types of ordered indexes

primary index: specified on the (physical!) ordering key field of an

ordered file of records

clustering index: when the ordering field is not a key field

secondary index: specified on any nonordering field of a file
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primary indexes

primary index

an ordered file whose records are of fixed length with two fields: the

index entry i is denoted by <K(i), P(i)>

the first field (called primary key) is of the same data type as the

ordering key field

the second field is a pointer to a disk block

the total # of entries in the index is the same as the # of disk blocks

in the ordered data file

primary index is a sparse index

problems: insertion and deletion of records
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example
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clustering indexes

when records of a file are physically ordered based on a nonkey

field -> the field is called the clustering field

clustering index

an ordered file with two fields: the first field is of the same type as the

clustering field of the data file, and the second field is a block pointer

there’s one entry in the clustering index for each distinct value of the

clustering field, containing the value and a pointer to the first block in

the data file that has a record with that value for its clustering field

clustering index is a sparse index

record insertion and deletion still cause problems
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example

B1

Note: B1 is the first block that

contains DEPTNUMBER = 2
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example
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secondary indexes

provides a secondary means of accessing a file for which some

primary access already exists

may be on a field which is a candidate key and has a unique value

in every record, or a nonkey with duplicate values

index is an ordered file with 2 fields: the first field is of the same

data type as some (physically) nonordering field of the data file that

is an indexing field. the second field is either a block pointer or a

record pointer

2 cases to consider

a secondary index on a key field of a file

a secondary index on a nonkey field of a file
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a dense secondary index with block pointers

secondary index
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a secondary index on a nonkey field of a file

option 1

to include several index entries with the same K(i) value -> dense index

option 2

to have variable-length records for the index entries, with a repeating

field for the pointer; <K(i), <P(i,1), …, P(i,k)>>

option 3

to keep the index entries themselves at a fixed length and have a single

entry for each index field value but to create an extra level of indirection

to handle the multiple pointers

pointer P(i) in index entry <K(i), P(i)> points to a block of record

pointers; each record pointer in that block points to one of the data file

records with value K(i) for the indexing field
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example of option 3
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multilevel indexes

single level index file: a binary search requires approximately log2bi

block accesses for an index with bi blocks

to reduce the part of the index by the blocking factor (called fanout,

denoted by fo) for the index, which is larger than 2

if the first level has r1 entries, the first level needs r1/fo  blocks,

which is the number of entries r2 needed at the second level of the

index... -> the process is repeated until all the entries of some index

level t fit in a single block

(i.e., 1  (r1/((fo)t))

a multilevel index with r1 first-level entries will have approximately t

levels, where

searching a multilevel index requires approximately logfobi block

accesses
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example

Note: Search is carried

out by starting from the

second level index (not

the first level)
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example

a file with r = 30,000 records stored on a disk with block size B = 1,024 bytes

file records are of fixed size and are unspanned, with record length R = 100 bytes

blocking factor for the record: bfr = 1024 / 100   = 10

# of blocks needed for the file: b = 30,000 / 10  = 3,000

index for the key field: V = 9 bytes

block pointer: P = 6 bytes

therefore, each index entry: Ri = V + P = 15 bytes

blocking factor for the index (fo): bfri = 1024 / 15  = 68

total # of first level index entries (when the index is dense): 30,000

# of first level blocks: b1 = 30,000 / fo  = 442 blocks

# of second level blocks: b2 = b1/fo  = 7 blocks

# of third level blocks: b2 = b2/fo  = 1 block

therefore, t = 3
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dynamic multilevel indexes

even in the multilevel index, all index levels are physically ordered

files -> problems of dealing with index insertions and deletions still

exist

tree

is formed of nodes

each node in the tree, except for the root, has one parent node and zero

or more child nodes

root node has no parent

a node that doesn’t have any child nodes is called a leaf node

level of a node is always one more than the level of its parent, with the

level of root node being 0

subtree of node n consists of a node n and the subtrees of all the child

nodes of n
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example of a tree
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search trees and B-trees

search tree: a special type of tree that is used to guide the search for a
record, given the value of one of the record’s fields

search tree of order p is a tree s.t.
each node contains at most p-1 search values and p pointers in the order
<P1, K1, …, Pq-1, Kq-1, Pq> where q  p

within each node, K1 < K2 < … < Kq-1

for all values X in the subtree pointed at by Pi, we have Ki-1 < X < Ki for
1 < i < q; X < Ki for i = 1; Ki-1 < X for i = q

each Pi is a pointer to a child node or a null pointer

each Ki is a search value from some ordered set of values

all search values are assumed to be unique
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an example search tree
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B-Trees

to ensure that the tree is always balanced and that the space wasted

by deletion, if any, never becomes excessive

keeping a tree balanced yields a uniform search speed regardless of

the value of the search key
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B-tree
B-tree of order p, when used as an access structure on a key field to search for records in
a data file can be defined as follows

each internal node in the B-tree is of the form
<P1, <K1, Pr1>, P2, <K2, Pr2>, …, <Kq-1, Prq-1>, Pq>
where q  p, Pi is a tree pointer, Pri is a data pointer

within each node, K1 < K2 < … < Kq-1

for all search key field values X in the subtree pointed at by Pi, we have
Ki-1 < X < Ki for 1 < i < q; X < Ki for i = 1; Ki-1 < X for i = q

each node has at most p tree pointers

each node, except the root and leaf nodes, has at least (p/2) tree pointers

the root node has at least two tree pointers unless it is the only node in the tree

a node with q tree pointers, q  p, has q-1 search key field values

all leaf nodes are at the same level

leaf nodes have the same structure as internal nodes except that all of their tree
pointers are null
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example

search field (K) is V = 9 bytes

disk block size is B = 512 bytes

data pointer (i.e., record pointer) is Pr = 7 bytes

block pointer is P = 6 bytes

each B-tree node can have at most p tree pointers, p-1 data pointers,

and p-1 search key field values

these must fit into a single block if each B-tree node is to correspond

to a disk block

that is,

(p*P) + ((p-1)*(Pr + V)) B

p = 24 (23 in reality due to the existence of the pointers to parent

nodes)
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an example B-tree

insertion

B-tree starts with a single node at level 0

once the root node is full with p-1 search key values and we attempt to
insert another entry, the root node splits into two nodes at level 1 -> only
the middle value is kept in the root node, and the rest of the values are
split evenly between the other two nodes

when a nonroot node is full and a new entry is inserted into it, that node is
split into two nodes at the same level, and the middle entry is moved to
the parent node along with two pointers to the new split nodes

if the parent node is full, it is also split

splitting can propagate all the way to the root node, creating a new level if
the root is split
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example

B-tree animations: http://slady.net/java/bt/

note: the order definition is different

input: 8, 5, 1, 7, 3, 12, 9, 6
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B+-Trees

most implementations of a dynamic multilevel index use a B+-tree

in a B+-tree, the leaf nodes have an entry for every value of the

search field, along with a data pointer to the record if the search

field is a key field

for a nonkey search field, the pointer points to a block containing

pointers to the data file records, creating an extra level of

indirection

due to the existence of multiple records for the nonkey search value
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B+-trees

structure of the internal nodes of a B+-tree of order p
each internal node is of the form
<P1, K1, P2, K2, …, Pq-1, Kq-1, Pq>
where q  p; Pi is a tree pointer

within each internal node, K1 < K2 < … < Kq-1

for all search field values X in the subtree pointed at by Pi, we have
Ki-1 < X  Ki for 1 < i < q; X  Ki for i = 1; Ki-1 < X for i = q

each internal node has at most p tree pointers

each internal node, except the root, has at least (p/2) tree pointers

root node has at least two tree pointers if it is an internal node

an internal node with q tree pointers, q  p, has q-1 search field values
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B+-tree (cont.)

structure of the leaf nodes of a B+-tree of order p

each leaf node is of the form

<<K1, Pr1>, <K2, Pr2>, …, <Kq-1, Prq-1>, Pnext>

where q  p; Pri is a data pointer; Pnext points to the next leaf node of the B+-

tree

within each leaf node, K1 < K2 < … < Kq-1, and q  p

Pri is a data pointer that points to the record whose search field value is Ki or to

a file block containing the record (or to a block of record pointers that point to

records whose search key field value is Ki if the search field is not a key)

each leaf node has at least (p/2) values

all leaf nodes are at the same level
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characteristics of a B+-tree

pointers in internal nodes are tree pointers to blocks that are tree

nodes

pointers in leaf nodes are data pointers to the data file records or

blocks: except for the Pnext pointer, which is a tree pointer to the next

leaf node -> provides ordered access to the data records on the

indexing field

entries in the internal nodes of a B+-tree include search values and

tree pointers without any data pointers -> more entries can be

packed into an internal node of a B+-tree than for a similar B-tree
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example

search key field value: V = 9 bytes

block size: B = 512 bytes

record pointer: Pr = 7 bytes

block pointer: P = 6 bytes

an internal node of the B+-tree can have up to p tree pointers and p –

1 search field values, and these must fit into a single block

that is,

(p * P) + ((p – 1) * V) B => p = 34

for the leaf nodes,

(pleaf * (Pr + V)) + P B => pleaf = 31
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example of insertion in a B+-tree with p = 3 and pleaf = 2

when a leaf node overflows, the first

j = ((pleaf + 1)/2)  entries in the node are

kept, and the remaining entries are moved

to a new leaf node

j-th search value is replicated in the

parent internal node, and an extra pointer

to the new node is created in the parent

if the parent internal node overflows, the

entries in the internal node up to Pj after

inserting the new value and pointer, where

j = ((p + 1)/2) , are kept, while the j-th

search value is moved to the parent, not

replicated

a new internal node will hold the entries

from Pj+1 to the end of the entries in the

node
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example of deletion from a B+-tree

when an entry is deleted, it is
always removed from the leaf level
-> if it happens to occur in an
internal node, it must also be
removed from there

deletion may cause underflow by
reducing the number of entries in
the leaf node to below the minimum
required

in this case, we try to find a sibling
leaf node, and redistribute the
entries among the node and its
sibling so that both are at least half
full

o.w., the node is merged with its
siblings and the # of leaf nodes is
reduced

underflow may propagate to
internal nodes because one fewer
tree pointer and search value are
needed
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let’s play

http://www.seanster.com/BplusTree/BplusTree.html


